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““To know what is
where by looking.”




To discover from images what is present in the world, where things are,
what actions are taking place, to predict and anticipate events in the world
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The rise and impact of computer vision

Robotics

Accessibility

Biology & Medicine
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Impact: Facial Detection & Recognition
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Impact: Self-Driving Cars
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Impact: Medicine, Biology, Healthcare

COVID-19
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Breast cancer
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Skin cancer
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Impact: Accessibility
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What Computers “See”



Images are Numbers
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Images are Numbers
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Images are Numbers
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An image Is Just a matrix of numbers (0,255

.e., 1080x1080x3 for an RGB image
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in Computer Vision

T | 1Ea |:-||ui: il 1 | vsa | gl I:|'.I-'|i.'l Pk | s

PO R |TEA ) TN TR | K| FA | AP P90 JEN | 190 | A

]
140 | 1D :-:|i1-|

2ot | ¥ !!1:1‘”-1 111 | | oo 1|-|;1| o | L-||"‘||I:|:ll‘|"'| D.E

" H1]?|5FI.H1 il |10 |3 (23T ) BT | T | BN

i7a | vac E?!ﬂ':l‘i:i:l 5d | 20 | 530 | s
|

MW T | X6
i
T | B | T S CTEs (B06 (3RT (TR (TN

: | | VWashington 0.1

i | ¥ ||||l_ii|:|| G | P |G | Bb | B & | | P

o el [ [ e [ | = [ ClAsSHication
o el el |efferson 0.05

1R RELRET

=
= B M) F) H 1 I |

' HE ™

5:1_ ‘

o | TN 1Hi:!-! ZH | IN (5D | TM
i

PHD | 0%E (196 (T4 I (18T | 85 |15

IHD | 134 | 14T M 107 | oE | RES

14 Ii'.l:1 210 | T | El

o 1 | e Obama 0.05

I:i'-"rhlui'ﬂlﬁ 1| &1 | &F 1 i:5l|1 i | AN

| O 1S L 0| K |W i |1 (23 | I

l 19 | 1H]Il"=II'I 1IN |uE3 |3 1) 13| = e

Input Image Fixel Representation

- Regression: output variable takes continuous value
- Classification: output variable takes class label. Can produce probability of belonging to a particular class
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High Level Feature Detection

Let's identify key features in each image category

Wheels, Door,
cyes, License Plate, Windows,
Mouth Headlights Steps
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Manual Feature Extraction

. Detect features
Domain Define features ,
to classify
knowledge

Problems!?
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Manual Feature Extraction

Detect features

Domain Define features

S to classify

Scale variation Deformation Occlusion

(i A n

Background clutter Intra-class variation

i o
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Manual Feature Extraction

Detect features

to classify

Wewpuint va ration =Ccale variation Deﬁ:-rmatmn Occlusion
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Learning Feature Representations

Can we learn a hierarchy of features directly from the data
instead of hand engineering?

L ow level features

Mid level features High level features
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Learning Visual Features
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Fully Connected Neural Network
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Fully Connected Neural Network

Input:
* 2D image

* Vector of pixel values

* (Connect neuron In hidden
ayer to all neurons in input

L 2—»@ 4>© layer

* No spatial iInformation!
. * And many, many parameters!

33?3’—’@

L 1—'0 \ Fully Connected:
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Fully Connected Neural Network

Input:

d 1—'0 Fully Connected:
* 2D image * (Connect neuron In hidden
* Vector of pixel values ayer to all neurons in input

L 2—»@ layer
* No spatial iInformation!
. * And many, many parameters!

—How can we use spatial structure in the input to inform the archrtecture of the network!
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Using Spatial Structure
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Using Spatial Structure
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Connect patch in input layer to a single neuron in subsequent layer.

Use a sliding window to define connections.
How can we weight the patch to detect particular features:
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Feature Extraction with Convolution
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1) Apply a set of weights — a filter — to extract local features

2) Use multiple filters to extract different features

3) Spatially share parameters of each filter
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Feature Extraction and Convolution
A Case Study
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Image Is represented as matrix of pixel values... and computers are Iiterall

X or X!

VVe want to be able to classify an X as an X even If it's shifted, shrunk, rotated, deformed.
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Features of X
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Filters to Detect X Features

1 Y 1

filters . l
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The Convolution Operation

element wise

multiply add outputs
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The Convolution Operation

Suppose we want to compute the convolution of a 5x5 Image and a 3x3 filter:

X

filter

Image

We slide the 3x3 filter over the input image, element-wise multiply, and add the outputs...
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The Convolution Operation

We slide the 3x3 filter over the input image, element-wise multiply, and add the outputs:

filter feature map
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The Convolution Operation

We slide the 3x3 filter over the input image, element-wise multiply, and add the outputs:

filter feature map

II Ii- vt MIT Introduction to Deep Learning

Technalogy & introtodeeplearmningcom W @MITDeeplearning Karm Intuitive CNNs - 159/.24




The Convolution Operation

We slide the 3x3 filter over the input image, element-wise multiply, and add the outputs:

feature map
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The Convolution Operation

We slide the 3x3 filter over the input image, element-wise multiply, and add the outputs:

0/1]1]1]0
0/0/3/1[1] X ﬂll A

0]0/1/1/0 CHERE NN
unnmﬂ filter feature map
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The Convolution Operation

We slide the 3x3 filter over the input image, element-wise multiply, and add the outputs:

feature map
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The Convolution Operation

We slide the 3x3 filter over the input image, element-wise multiply, and add the outputs:

filter feature map
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The Convolution Operation

We slide the 3x3 filter over the input image, element-wise multiply, and add the outputs:

feature map
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The Convolution Operation

We slide the 3x3 filter over the input image, element-wise multiply, and add the outputs:

filter feature map
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The Convolution Operation

We slide the 3x3 filter over the input image, element-wise multiply, and add the outputs:

ﬂﬂ 0 EHH

filter feature map
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Producing Feature Maps
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Feature Extraction with Convolution
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1) Apply a set of weights — a filter — to extract local features

2) Use multiple filters to extract different features

3) Spatially share parameters of each filter
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Convolutional Neural Networks (CNNs)



CNNs for Classification
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Input image !.'J:m volution Maxpooling st BT
(feature maps) "I

|. Convolution: Apply filters to generate feature maps.
2. Non-linearity: Often Rel U. T c£ xeras activations.*

3. Pooling: Downsampling operation on each feature map. P t£ keras. 1ayers Maxpool2n

Train model with image data.
Learn weights of filters in convolutional layers.
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Convolutional Layers: Local Connectivity

8/9.0/0 9000000000 R —

f:o“ﬁf: tononr
y .

s'e's’s ,!**.I.*‘* lh;.,, 00
d%%%ii?ﬁhwﬁdﬁ'
+. .+. .. .+ .+.. ‘#‘k - lake inputs from patch
qp oqh

OOOH

qp

oo +..+=.. e - Compute weighted sum

o¢oiu"’¢oit -~ - Apply bias
eeeeeeeee oS

9,0/00/8( @01- =

1900000000 oo

OO

- - I!ﬂa:s;ﬁﬁ.?ﬂﬂi MIT Introduction to Deep Learmning

Technalogy & introtodeeplearningcom W @MITDeeplearning

For a neuron in hidden layer:

15

24



Convolutional Layers: Local Connectivity
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4x4 filter: matrix Z Z N ) applying a window of weights
of weights w;; s b 2) computing linear combinations
3) activating with non-linear function

=1 j=1
for neuron (p,q) In hidden layer
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CNNis: Spatial Arrangement of Output Volume

depth
- Layer Dimensions:

hxwxd

where h and w are spatial dimensions

d (depth) = number of filters
height
’ h Stride:

Filter step size

QOG

N
\V/

'
—

Receptive Field:

Locations In input Image that
width a node is path connected to

1'.‘ tf keras. layers Conv2D( filters d, kernel size (h,w), strides s )
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Introducing Non-Linearity

Apply after every convolution operation (1.e., after

Rectified Linear Unit (ReLU)

convolutional layers) 0
RelU: pixel-by-pixel operation that replaces all negative

values by zero. Non-linear operation!

&

ol

= |} -1 5 10

‘ 'I!
H” ! g (z) = max(0, z)
’~'u_ 1u.:lL

ey

white = puﬁimre values Only non-nega tive val Ues

tf . keras. lavers. RelLU

BN Massachusats MIT Imtroduction to | :hggp | m-nmg "
III ::ﬂ.lm & introtodeeplearningcom W @MITDeeplearning Karn Intuttive CNNs - 173724




BEN Massachusats
I I Insistulo of

Technology

Pooling

max pool with 2x2 filters
and stride 2

tf . keras. layers MaxPoolZD |

pool size (2,~2),
strides

) T |) Reduced dimensionality

2) Spatial invariance

How else can we downsample and preserve spatial invariance!
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Representation Learning in Deep CNNs

Low level features Mid level features High level features

tdges, dark spots Eyes, ears, nose Facial structure
Conv Layer | Conv Layer 2 Conv Layer 3
SEm Massachusolt MIT Introduction to Deep Learn
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CNNs for Classification: Feature Learning

INPUT CONVOLUTION + RELU POOLING CONVOLUTION + RELU POOLING

FEATURE LEARNING

. Learn features in input image through convolution

2. Introduce non-linearity through activation function (real-world data i1s non-linear!)
3. Reduce dimensionality and preserve spatial invariance with pooling

I i I i |- o vt MIT Introduction to Deep Learning

Technalogy &9 introtodeeplearningcomn W @MITDeeplearning 24




CNNs for Classification: Class Probabilities

— CAR
J,-“ — TRUCK

— VAN

\E'K%ﬁ SR

FLATTEN FULLY SOFTMAX

1 COMMECTED r

CLASSIFICATION

- CONV and POOQOL layers output high-level features of input oYi
- Fully connected layer uses these features for classifying input image softmax(y;) = Y &7
J

- Express output as probability of image belonging to a particular class
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Putting it all together

tensorflow o

def generate model () :

mode 1 tf. keras. Sequential (|

tf.keras. layers.Conv2D (34, filter size 3, activation 'relu’),

tf. keras. layers MaxPooliD (pool size 2, strides ),

tf.keras.  layers.ConvZD(6c4, filter size 3, activation 'relu’),

tf. keras.layers MaxPoolldD(pool size Z, strides Z), e —_— e )

FILTLIEE TARE™ N = lAGTIF kT HN

tf keras.layers Flatten (),
tf.keras.layers.Dense (1024, activation 'relu'),

tf.keras. layers . Dense(ll, activation ‘softmax’)

1)

return model

MIT Imtroduction to Deep Learning
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An Architecture for Many Applications



An Architecture for Many Applications

|
\Wl-'

h‘lff

INPUT CONVOLUTION + RELL POOLING CONVOLUTION + RELU POOLING

FEATURE LEARNING

Classification

Object detection
Segmentation

Probabilistic control

I I I am S MIT Imtroduction to Deep Learning

II ﬂﬂrmﬁ: & introtodeeplearningcom W @MITDeeplearning

15 24




Classification: Breast Cancer Screening

International evaluation of an Al system for

breast cancer screening nature

b | C |
Breast cancer in 2 years (USA) Breast cancer in 1 year (USA]

1.0 - o R p—
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€ 06
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S — Al — A

- MD Readers | - MD Readers

O 0.2 0.4 0.6 0.8 10 O 0.2 0.4 0.6 0.8 1.0

1 — Specificity 1 - Specificity
CININ-based system outpertormed expert radiologists at Breast cancer case missed by
detecting breast cancer from mammograms radiclogist but detected by Al
e m G MIT Introduction to Deep Learning . PP .-'-
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Object Detection

Taxi

Class label y

Label (X,v,w, h)
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Object Detection

Output:
taxi: (x1,yl,wl,hl)

Output:

taxi: (xI|,vl,wl, hl)
person: (xZ,y.Z2, wZ, hl)
person: (X3, y3, w3, h3)
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Nalive Solution to Object Detection
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Problem: VWay too many inputs! This results in too many scales, positions, sizes!

u . Massachusens MIT Intreduction to Deep Learning
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Object Detection with R-CNNs

R-CNN algorithm: Find regions that we think have objects. Use CNN to classify.

aeroplane? no.

person? yes.

vmonitor? no.

1. Input 2. Extract region 3. Compute 4. Classity
Image proposals (~2k) CNN features regions

Problems: 1) Slow! Many regions; time intensive inference.
2) Brittle! Manually defined region proposals.

I i I i |- o MIT Introduction to Deep Learning
Technalogy

@ introtodeeplearningcom W @MITDeeplearning Girshick+ CYPR 2014.  1/9/24



Faster R-CNN Learns Region Proposals

Classification of regions =
object detection

Feature extraction over
perDSEL:I reg'fﬂns

Region proposal network
to learn candidate regions

L earned, data-driven

image input directly into

convolutional feature extractor conv layers
Fast! Only input image once! 4 /
il AT
LSS ———
BN Massachusens MIT Imtroduction to Deep Learning —Y
II III }&J'}:;‘.‘L,;': @ introtodeeplearning.com W @MITDeeplearning Rent IECE JOI6. 132




Semantic Segmentation: Fully Convolutional Networks

~CN: Fully Convolutional Network.

Network designed with all convolutional layers,
with downsampling and upsampling operations

Med-res: Med-res:
X H.-‘d x W/4 D,x H/4 x W/4,

”"

‘Illl-- il

Low-res:
D, x H/4 x W/4
Input: ngh-res: High-res: Predictions:
3XHxW D, x H/2 x W/2 D, x H/2 x W/2 H oy W
tf keras. lavers. ConvZDTranspose
B Massachusens MIT Introduction to Learni
III ::ﬂ,‘m & |ntr-ﬂtudre&plearﬂ|ng,+:§r'?| ﬂrﬂﬂ D:En:fpf_earning Long+ VPR 200, 124




Semantic Segmentation: Biomedical Image Analysis

Brain lumors

Dong+ MIUA 2017. | ) ¥\ i
ONg e ¥ _;-:-':': "' = E*) 6

Ground Truth Segmentation Uncertainty

Malaria Infection

Soleimany+ arXiv 2019,

II Iil- e MIT Introduction to Deep Learning

v @ introtode eplearningcom W @MITDeepLearning Dong+ MIUA 2017, Solermany+ arXiv 2019, 173/24




Continuous Control: Navigation from Vision

Possible Control Commands

Raw Perception BN
/

(ex. camera)

Coarse Maps
M

(ex. GPS)

I i I i |- o MIT Introduction to Deep Learning

Technalogy & introtodeeplearming.com W @MITDeeplearning Aminit+ ICRA 2013, 153724




End-to-End Framework for Autonomous Navigation

cntire model Is trained end-to-end without any human labelling or annotations

Probahlistic Control Ouatpot

convilutional

convolutional

K
F[EU.H}=Z[_1¢E Ny o))

[eterministic Cloneorol

convolutional

convolutional

Cptional ourput if routed map
15 provided as mput

L= —log(P(@|I,M)

I I I am S MIT Imtroduction to Deep Learning

II #ﬂiﬂ;ﬁﬁ & introtodeeplearningcom W @MITDeeplearning

Arnini+ ICRA 2019, 15324




Auto ON

Navigation and Localizatior




Deep Learning for Computer Vision: Impact

_.;a-*.-E:. dﬂfﬂ.ﬂtﬁﬂi

I I I — il = MIT Intreduction to Deep Learning
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Deep Learning for Computer Vision: Summary

* Why computer vision? « CNN architecture * Segmentation, image

* Representing Images * Application to captioning, control

e Convolutions for classification * Security, medicine,
feature extraction * ImagelNet robotics

I i I i |- o vt MIT Introduction to Deep Learning
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MIT 6.5191
Introduction to Deep Learning

Lab 2: Facial Detection Systems

Link to download labs:

1. Open the lab in Google Colab

2. Start executing code blocks and filling in the #TODOs
3. Need help? Come to 32-123!




Introduction to Deep Learning

Announcements and Reminders

_ecture 4: Generative Modeling starting soon!

Lab 2 begins today!
Prizes for participants!

Enter for a chance to win $$9!

Lots of swag will be available after
class tomorrow!

Interested in cutting-edge Al jobs!
introtodeeplearning.com/jobs.html



